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ABSTRACT
Recently, there has been a growing interest in peer- and
self-assessment (PSA) in the research community, especially
with the development of massive open online courses (MOOCs).
One prevalent theme in the literature is the consideration
of PSA as a partial or full replacement for traditional assessments performed by the instructor. And since the traditional role of the students in assessment processes is the
assessee, existing works on PSA typically focus on devising
methods to make the grades more reliable and beneficial for
the assessees.
What has been missing in the picture is the assessor : How
are those conducting peer- and self-assessment impacted by
the process? This question has become relevant from educational perspective, because in PSA, the students take on
the role of the assessor, as well.
We present PSA as an active learning exercise for the assessors and examine its impact. For this, we incorporated
PSA into a university-level Introduction to Natural Language Processing (NLP) course consisting of more than 100
students and analyzed student surveys and exam results of
peer-, self-, and no-assessment groups. The final exam performance suggests that PSA is helpful for learning, which is
consistent with the student survey results. Also, students
generally enjoyed conducting PSA.
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1.

INTRODUCTION

Assessing the quality of student work, whether summative
or formative, has long been a core element in most classes.
It serves as feedback for both students and instructors, with
the following potential uses, among others: Students can
distinguish concepts they understand well from those with
whch they are less familiar and allot their time accordingly.
Also, course instructors can gain a better estimate of the

level of understanding in their students, which can be valuable when adjusting the content or the structure of the current or future classes to better accommodate the students’
needs.
Conducting assessments, however, can be labor intensive.
This is especially the case for Massive Open Online Courses
(MOOCs), in which a handful of staff1 has to support tens
of thousands of students. The need for a scalable means
of performing assessments has led to an active research on
peer- and self-assessment (PSA), the act of providing grades
and feedback on peers’ and his or her own work [16, 17].
Because existing works on PSA typically focuses on how
PSA would partially or fully replace traditional assessment
methods, they tend to examine the benefits for the assessees,
and methods to achieve reliable grades [9, 12].
While an immediate goal of assessments is evaluating the
quality of student work, performing assessments has additional benefits of promoting learning in the assessor. Though
several researchers have reported the benefits of PSA for the
assessor, this is still an understudied aspect of PSA with a
limited number of studies based on rigorous experiments [15,
7, 3, 14].
A more systematic study is necessary to better understand
the impact of PSA on the assessors. This will allow the
instructors to decide the time and resources that should be
reserved for PSA in their courses. Also, positive findings will
motivate the students to perform assessments more carefully,
which can benefit both the assessees and the assessors [18].
In this paper, we detail our effort to analyze the effects
of PSA on the assessors. Specifically, we compare the exam
performance of more than 100 students after they conduct
peer-, self-, and no-assessment in a semester long course on
natural language processing (NLP). In addition, we analyze
student surveys on PSA. The final exam performance suggests that PSA is helpful for learning, which is consistent
with the survey in which students reported that they found
PSA beneficial. Also, students generally enjoyed conducting
PSA.

2.
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RELATED WORK

PSA or peer-assessment without self-assessment has been
studied in many domains, including more open-ended ones
like writing [4] and oral presentation [8], as well as more
objective ones like computer programming [14] and algorithms [3]. In this project, PSA was conducted on problem sets consisting of conceptual and computational ques-
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tions requiring knowledge in linguistics and probability theory. The questions are quite objective in that the questions
mostly had definite answers, though multiple approaches
may be possible depending on the question.
Different researchers are concerned with different aspects
of PSA. For instance, Bauer et al. study how students feel
about online vs in-person assessment [1]. With the advent of
MOOCs, where the size of staff is significantly smaller than
that of the students, research efforts have focused on ways to
acquire reliable grades from peers [9, 12]. Also, many have
concentrated on the impact of PSA on the assessees [10].
Some have reported that the assessors benefit from PSA, as
well [18]. However, not many systematic studies have been
conducted to analyze how the assessors are affected as this
project does.
The work by Chinn is one of the few works that look at
PSA from the perspective of the assessors [3]. Chinn reports
that the quality of peer-assessment and exam performance
are correlated, though the direction of causality cannot be
determined. In this project, we do not take the quality of
assessments into consideration. This is because we are interested in the impact of PSA regardless of the assessors’ levels
of understanding, which is one of the factors influencing the
quality of assessments.
By viewing PSA from the perspective of the assessors, we
are effectively treating PSA as an active learning exercise
for the assessors. Novel active learning strategies are often developed for classroom settings, where the goal is to
make the traditional lecture style classes more active and
engaging for the students [2, 11, 13]. Our implementation of
PSA, however, takes place outside the classroom and thus
is complementary to the active learning activities performed
in classrooms.

3.
3.1

Topic
LM
POS
WSD
CD
(P)CFG
Parsing

Problem Set 2

o
o
o

Final Exam
o
o
o
o
o
o

Table 1: Topics Covered in Problem Sets and Exams
*LM : Language Models, POS : Part-of-Speech Tagging,
WSD : Word Sense Disambiguation, CD : Computational Discourse, (P)CFG : (Probabilistic) Context-Free
Grammar, Parsing : Syntactic Parsing.

concepts mostly from linguistics and probability. However,
because the subject involves language and real world applications which are inherently subjective and open-ended, the
questions still had room for variations in approach.
The grade was broken down with an intention to motivate
the students to perform PSA with more care: The peer- and
self-assessments students conducted were graded by the staff
for an extrinsic motivation to get good grades, and the peerassessment results were accounted for the peers’ grades for
an intrinsic motivation to be fair as assessors. Numerically,
10% of the grade is based on the quality of PSA, judged
by the staff, and the remaining 90% on the solutions to the
problem set—81% is from the staff’s grade, and 9% is from
the average of peer-assessment grades.
Peer- and Self-assessment. The students performed doubleblinded PSA on problem set submissions using a solution
manual and a brief grading rubric provided for them soon
after the problem set deadline. For each question being assessed, the students were to give a numeric score and written
feedback.
In order to compare the effects of peer-, self-, and noassessment on the exam performances, we needed to have
students perform different types of assessment on the problem set submissions. One approach we considered was to
split students into three groups, each with a designated type
of assessment. This approach, however, couples assessment
types and individuals too tightly: Even if a statistically significant difference is observed in the final exam performance
among the groups, it would not be distinguishable whether
it is caused by the effectiveness of the assessment methods
or the abilities of the students who happened to be assigned
to the groups. Also, the students in the peer-assessment
group would have to do much more work than those in other
groups. Similarly, as the difficulty of the topics could vary,
we did not want to assign specific assessment type for each
topic.
To minimize the impact of the variations in student abilities and topic difficulties on the experiment results, we set
up PSA in a way that decouples individuals and topics from
the assessment types: Each student was assigned to a group
with a designated topic to peer-assess (6 peers’ work) and
another topic to self-assess, leaving the remaining topic for
no-assessment. For instance, students in PSA Group 1 for
problem set 1 peer-assessed LM questions for 6 peers, selfgraded POS questions and did no-assessment for WSD questions.
While the assignment to the groups was done randomly,

METHODOLOGY
Overview

This work is based on experiments and observations made
in a university-level Introduction to Natural Language Processing course. There were over 100 students enrolled, where
the majority of them were junior and senior level undergraduate and master’s students, mostly majoring in Computer
Science.
The experiment consisted of two cycles of problem set,
PSA, and survey, followed by the final exam. The problem
sets and the final exam covered topics as shown in Table 1.
Note that the final exam also covered topics that were not
covered in the problem sets, such as those covered in programming projects. These, however, are not mentioned in
the table, as they are not part of the experiment.
Of the 103 students who completed the course, 94 students
completed PSA for both problem set 1 and 2, and their
final exam performance is used for the quantitative analysis
in Section 4. Also, 67 students completed the survey after
performing PSA for problem set 1, and 71 after performing
PSA for problem set 2.

3.2

Problem Set 1
o
o
o

Experiment Components

Problem Set. The students individually completed problem sets, each consisting of problems covering three topics
that later appeared in the exam. The questions were designed to be as objective and clear as possible, involving
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the number of students in each group was kept as uniform as
possible. This means that for each topic, there were roughly
the same number of students performing each type of assessment. Under this setup, the exam result for each studenttopic pair is associated with a single assessment type, and
the final exam results can be clustered by the assessment
type. This way, each student contributes to all three assessment types evenly, and so does each topic, minimizing the
impact of the variations in student abilities and topic difficulties on the experiment results. In analysis, each score is
divided by the best student score instead of the maximum
possible score to partially control for the variations in topic
difficulties.

are compared to measure the effectiveness of the assessment
types.
Standard tests of statistical significance such as (paired) ttest are not applicable in this case, because the dependence
among the scores is a bit idiosyncratic: given two assessment types under comparison, you can pair scores by the
student, but the scores themselves are on different topics.
Thus, we chose to take the generally applicable bootstrapping approach, where 10,000 datasets are created via sampling with replacement and the percentage of the time the
same or greater difference is observed is used as the estimate
for the p-value [6].

Survey. After completing PSA, the students filled out a
post PSA survey. Participating in a survey was one of many
ways, such as contributing to in-class or online forum discussions, to earn 5% participation points for the course. As
it was largely voluntary, roughly 30% of students neglected
to participate in the survey, as mentioned in the beginning
of this section.
Most questions were 5-level Likert items, where a statement is presented and the respondent selects from one of five
choices ranging from Strongly Disagree to Strongly Agree.
Here are the question prompts presented :

4.

RESULT 1 : EFFICACY OF PSA

The averages of the scores of each assessment type are
presented in Table 2. Also, note that indented quotes that
appear throughout the result sections are exemplar quotes
from the student surveys. These quotes serve as anecdotal
evidence for the qualitative analysis portion of the study.

Assessment Type
Mean Score
Standard Deviation

1. Grader X’s grades are fair. and Grader X’s feedback is
helpful. for each of the 6 peer assessors that assessed
the given respondent’s problem set.

Peer
74.6%*
11.4%

Self
74.8%*
10.6%

No
72.8%
12.3%

Table 2: Comparison of Final Exam Performance
* The performance gain over no-assessment is
statistically significant (p<0.05).

2. My grades are fair. and My feedback should be helpful.
Peer- and Self- vs No-assessment. Peer- and self-assessment
scores are higher than no-assessment scores. The difference
is small, but statistically significant. This is consistent with
our hypothesis, and student survey as shown in Figure 1.
There are several benefits to PSA:

3. Performing PSA helped me learn the materials better
4. Knowing my peers’ level of understanding gave me more
confidence
5. Performing PSA was beneficial overall.

1. PSA makes students review the topics soon after the
problem sets are due:

6. I self-assessed every question, regardless of the PSA
assignment.

“[...] I enjoyed the peer grading experience
because in most classes, after an assignment
is due, most people just forget it since “the
work is done.” [...]”

Items 1 and 2 were presented to compare the peer- and
self-reported quality of the assessments, items 3 - 5 were
presented to measure the benefits of PSA, and item 6 was
presented to determine how PSA was executed in real life.2
In addition to these Likert items, there were short questions asking for reasons for their choices on Likert items, as
well as any comments about their experience and opinions
about PSA.

As depicted by Ebbinghaus’s forgetting curve, frequent
reviewing is crucial for retaining newly acquired knowledge, though the frequency can be lowered over time [5].
Performing PSA soon after the problem set deadline
prevents the students form missing early review opportunities.

Exam. After completing two cycles of problem set, PSA,
and survey, students took the final exam. For each student,
the grade with respect to each topic was recorded separately.
As discussed, each student’s final exam performance on
each topic is associated with an assessment type. We group
the scores based on the assessment type to form 3 clusters
of scores corresponding to peer-, self- and no-assessment,
where each score is uniquely associated with a student and
a topic. Then, the average scores of these score clusters

2. PSA exposes students to approaches different from the
ones they are familiar with, which may or may not be
correct:
“I actually got more out of grading peers
work than my own because it allowed me
to see other ways of approaching the same
problems.”

2
We were concerned that students may self-grade every
topic, not just assigned ones, because that would break the
experiment setup in which scores are clustered by the assessment method. See Peer- vs Self-assessment in Section 4
for more discussion.

“It was a nice experience getting to know how
others think. Also, it was a nice opportunity
to see common mistakes.”
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“It’s always interesting to see others’ answers.”
Students gain access to other students’ work through
PSA. Satiating the curiosity, along with other benefits,
may keep them interested in the subject.
Peer- vs Self-assessment. What is less intuitive about
the average exam scores from the experiment is that peerassessment is no more beneficial than self-assessment. Note
that benefit 2 and 3 above are effects of peer-assessment,
specifically. Even then, why is there no significant difference in the exam scores between peer- and self-assessment
groups?
One reason is that peer-assessment may not always be
more beneficial than self-assessment. This is covered in more
detail as we discuss the third case in When PSA fails to
be beneficial.
Also, students may have done self-assessment for the topic
assigned for peer-assessment. The average response to survey item 6, “I self-assessed every question, regardless of the
PSA assignment,” was 3.03. In this case, 1 means that the
given student self-assessed neither of the 2 remaining topics,
and 5 means that they self-assessed both of the topics. Since
3.03 sits right in the middle of the scale, we can see that the
students self-assessed 1 of the 2 remaining topics on average.
Given the statistically significant difference in the average
exam scores between no-assessment and the rest, we conjecture that the 1 additional self-assessment was performed
on the topic the given student was assigned to peer-assess.
This sounds reasonable as well, because this is the topic that
requires less additional work: After all, the student has already assessed 6 peers’ work on that topic and is familiar
with the correct solution. But it is also possible that the additional, voluntary self-assessment was done evenly across
different topics, in which case the performance gain over noassessment would be bigger in real life than what is shown
in Table 2.
When PSA fails to be beneficial. Just like any learning
exercise, PSA is not too helpful when the assessor understands the concepts well already:
Figure 1: Post-PSA Survey Results

“I don’t think it added much to the process given
that I had already spent so long on the problems and for the most part understood the approaches.”

The students have to reason through various approaches
to evaluate their correctness. Such critical thinking, as
well as gaining multiple perspectives of a given problem, should be helpful for learning.

The average final exam scores of the students who (strongly)
disagreed survey item 5, “Performing PSA Was Beneficial
Overall,” is significantly higher than that of those who (strongly)
agreed with the statement, 81.83% and 70.2%, respectively.
This suggests that students who thinks they know the concepts too well to benefit from an additional assignment like
PSA indeed know the concepts well, instead of wrongly
thinking that they do. However, it is still unclear whether
they really did not benefit from PSA.
Also, when the assessee has a strong command over the
materials, thus their solutions resemble those in the solution
manual closely, there is little for the assessor to gain from
PSA:

3. Students have additional intrinsic motivation to carefully study the concepts, because they want to be fair
to their peers:
“Personally, I understood the concepts even
better than before because I studied it more
in depth just so that I could grade accurately.
[...]”
Everyone is driven by unique motivations. Also, existing motivations, such as the grades, are mostly extrinsic in nature. Providing an additional source intrinsic
motivation in this way can fulfill the needs of certain
students.

“[...] An assignment with many mistakes will
force us to think what goes wrong and look for
place for partial credit if any. However, with perfect homework, one can learn nothing from peer
grading.”

4. PSA satisfies students’ curiosity:
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In an extreme case, the assessee’s solution could be identical
to the sample solution. In such cases, though, the assessor
has not much to lose either, except for the opportunity cost
perhaps, since it will take little to no time to assess the
student work.
Before we discuss the third case in which PSA is not helpful for the assessor, consider the following comment:

Judged by
Assessor
Assessee

PSet 1
Feedback
4.56(.59)
4.48(.85)

PSA for
Grade
4.72(.70)
4.72(.71)

PSet 2
Feedback
4.71(.69)
4.72(.66)

Table 3: Average Survey Response Scores on the Quality of
Peer-assessment (SD in parentheses)
The responses were given on a scale from 1 (Strongly
Disagree) to 5 (Strongly Agree). Each value on the “Self”
row is the average of self-reported quality scores of the
assessments provided to the peers. (E.g. My feedback
should be helpful and My grades are fair.) Each value
on the “Peers” row is the average of quality scores of the
assessments received from the peers. (E.g. Grader X’s
feedback is helpful and Grader X’s grades are fair.)

“[...] On the last homework I found it useful to
repeatedly go through the process of seeing how
they arrived at answers. On this homework however, some of the peer solutions (while still with
the correct answer) may not have solved it the
same way I did. Thinking about multiple ways to
solve a problem can in some ways make it more
confusing, as I have a specific way most comfortable for me to correctly solve such problems.”
This brings up an important point: To benefit from PSA,
the student assessors need to have a sufficient level of command over the relevant concepts. They need to have the
capacity to critically analyze and determine the correctness
of a peer’s approach that is different from the sample solution. Also, they need to be ready to absorb multiple correct
approaches without getting them confused.
The level of sufficiency depends on how open-ended the
question is. The more open-ended the question is, the more
likely it is for the peers to take approaches that are divergent
from the sample solution provided for them. Then, should
the instructor prepare questions with little to no room for
alternative approaches? In such cases, however, there may
be little benefit for the assessors, because it is more likely to
be in the aforementioned cases. Thus, the degree of subjectivity has to be carefully determined to balance the amount
of benefit that can be gained from PSA and the level of
understanding required to reap the benefit.
In our case, most students found PSA helpful, but some
were ready for more challenges:

“I’m glad that you guys gave us a reasonable
chunk of peer grading since it didn’t take too
long.”
Is it necessarily good that students are happy about the
workload? What additional benefits would a more demanding implementation of PSA bring? These are interesting
and practical questions that cannot be answered with our
results. But what we can claim with our experience is that
with manageable workload, PSA can be enjoyable to the
students, even though they know that it incurs extra work.
Perceived assessment quality. Table 3 summarizes how
the students thought about the quality of the assessments
they provided and received. Students are generally satisfied
with the numeric grades and written feedback they received
from the peers, which may partially explain the positive sentiment toward PSA. While this is not generalizable to all
assessors, some assessors are quite meticulous, to a degree
in which the staff cannot afford to be due to the limited
resources:

“It’s a lot more useful for assignments where there
is more subjective grading criteria, such as essays. I’d rather peer grade the projects than
the homeworks, honestly, since there’s a lot more
room for diverse solutions in the former.”

5.

PSA for
Grade
4.65(.57)
4.61(.82)

“I liked the way peers have explained the flaws.
They have pointed out minute details of my homework. It definitely helps me to do better in my
next home work. Overall, they have done a good
job!”
Even if a student is assigned less meticulous peer-assessors
for a given problem, he or she still receives feedback from
multiple people, including a staff member. Thus, the feedback can collectively cover more aspects of the student work
than it would in a no PSA setting.
Also, peers tends to be more lenient than the staff. Again,
this depends on the assessor, but perhaps some are lazy, do
not understand the concept well enough to take off points
and argue a case for it, or just want to be lenient to people
in the same boat as they are:

RESULT 2 : STUDENT SATISFACTION
“This is my first time to do things like PeerGrade.
This is really helpful!”
“Surprisingly, I enjoyed peer grading.”
“Hopefully we do this again!”

Students are generally happy about PSA, perhaps because
they found PSA to be helpful as discussed in the previous
section. But there are other factors that contributed to the
generally positive sentiment toward PSA.

“[...] I did find that overall instructors were a bit
harsher than peers in grading”

Workload. When incorporating PSA into our class, we
were very cautious about keeping the workload reasonable,
because it requires work additional to all other assignments
and responsibilities asked of the students. The students
seem to appreciate it:

6.

THREATS TO VALIDITY

This work details the experience and results from a study
done in an NLP course with primarily senior-level students.
Two of the implications are as follows:
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First, the good balance between objectivity and openended nature in the questions may make NLP a good fit for
PSA, which in turn may have led to the promising results
observed in this study. For instance, in language modeling, a question may ask the students to assign a probability
to a sentence. Roughly speaking, students are to estimate
the probability of seeing the given sentence in an unseen
document, based on the number of occurrences of the substrings of the sentence in a provided corpus. Depending on
the choice of preprocessing and smoothing, the answer may
vary. However, given a complete description of an assessee’s
approach, there is little ambiguity in the steps and result.
How effective would PSA be in other subjects? While this
cannot be directly answered, the discussion at the end of
Section 4 remains relevant.
Second, the maturity of the students could have had a
significant role in making the overall experience beneficial
and pleasant. It takes knowledge and character to evaluate others’ work and provide constructive feedback. Can we
expect to see similar maturity in younger students? To answer this question, additional experiments with students in
earlier stages of their education is necessary.

7.

[5]

[6]
[7]

[8]

[9]

CONCLUSIONS

[10]

We present PSA as an active learning exercise for the
assessors and study its impact. After incorporating PSA
into an Introduction to Natural Language Processing course
consisting of more than 100 students, we analyze student
surveys and exam results of peer-, self-, and no-assessment
group. The majority of the students found peer- and selfassessment to be helpful according to the survey, which is
confirmed by the exam results. The final exam performance
suggests that PSA is helpful for learning, which is consistent
with the survey in which students reported that they found
PSA beneficial. Also, students generally enjoyed conducting
PSA.
This work compliments the vast literature on PSA that
focuses on how the assessees are benefited, and methods to
obtain reliable grades, by completing of the picture, and providing additional motivations for students to perform more
careful assessments for peers and themselves. For future
work, we would like to explore different design decisions in
implementing PSA in classes to maximize the benefit we see
in this work.
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